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•  2014:	
  Heartbleed	
  
– A	
  bug	
  in	
  cri.cal	
  millions	
  of	
  Internet	
  hosts	
  
– Security	
  researchers	
  scanned	
  to	
  find	
  unpatched	
  
servers	
  

•  Ques.on:	
  Who	
  else	
  was	
  scanning?	
  
– Criminals?	
  
– Black	
  hats?	
  
– Others?	
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Goal:	
  Finding	
  Originators	
  of	
  Network-­‐wide	
  events	


•  Large-­‐scale	
  event	
  involves	
  many	
  Internet	
  hosts	
  
– Malicious:	
  Scan,	
  A*acks,	
  Spams	
  
– Benign:	
  CDN,	
  Web	
  crawler,	
  DNS,	
  NTP,	
  Updates	
  
– Border:	
  Ad	
  tracking	
  

•  Importance	
  of	
  monitoring	
  those	
  events	
  
– Malicious:	
  security	
  considera.on	
  
– Benign:	
  stability	
  of	
  infrastructure	
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Our	
  contribu.on	


•  New	
  data	
  source	
  -­‐	
  DNS	
  backsca*er	
  -­‐	
  to	
  iden.fy	
  
network-­‐wide	
  ac.vity	
  
– Deployable	
  
– Privacy	
  friendly	
  
– Robust	
  against	
  malicious	
  source	
  

•  Validate	
  with	
  several	
  DNS	
  authorita.ve	
  servers	
  
•  Evaluate	
  over	
  .me:	
  6	
  months	
  dataset	
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Key	
  idea	
  of	
  DNS	
  backsca*er	


•  Large	
  event	
  triggers	
  reverse	
  DNS	
  
queries	
  near	
  target	
  automa.cally	
  
– SMTP	
  server:	
  hostname	
  of	
  spammer	
  
– Firewall:	
  hostname	
  of	
  scanner	
  
– Web	
  server:	
  hostname	
  of	
  web	
  crawler	
  

•  Many	
  reverse	
  DNS	
  queries	
  (DNS	
  
backsca*er)	
  at	
  auth	
  server	
  are	
  hint	
  
to	
  iden.fy	
  events	
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Detec.ng	
  Events	
  through	
  DNS	
  backsca*er	


Auth 
server

Authority

Recursive 
resolver

Querier

Spammer

Originator

Mail 
server

Target

spam.bad.jp
(1.2.3.4)

a.example.com
(192.168.0.1)

rdns.example.com
(192.168.0.3)Mail 

server

Mail 
server

b.example.com
(192.168.0.2)

c.example.jp
(172.16.0.1)

rdns.example.jp
(172.16.0.2)

DNS: PTR? 4.3.2.1.in-addr.arpa
SMTP (application traffic)

Query log @ Auth server
192.168.0.3 "PTR? 4.3.2.1.in-addr.arpa" 
172.16.0.2 "PTR? 4.3.2.1.in-addr.arpa" 

m.root-servers.net
(1.in-addr.arpa)

Recursive 
resolver

a.dns.jp
(2.1.in-addr.arpa)

bad.jp: the final authority
(3.2.1.in-addr.arpa 
and 4.3.2.1.in-addr.arpa)

(5)	
  analysis	
  of	
  the	
  
queriers	
  tells	
  about	
  

originator	
  

(1)	
  Q:	
  who	
  
originates,	
  
and	
  for	
  what	
  
purpose?	
  

(2)	
  bothering	
  
many	
  targets	
  

(3)	
  they	
  make	
  
reverse	
  DNS	
  queries	
  
to	
  log	
  or	
  check	
  the	
  

originator	
  

(4)	
  DNS	
  goes	
  to	
  the	
  
authority	
  servers	
  



Advantages	

•  Deployable	
  
– Centralized	
  monitoring	
  at	
  DNS	
  authority	
  

•  Privacy	
  friendly	
  
–  Informa.on	
  is	
  on	
  queriers	
  NOT	
  originators	
  
– Reverse	
  queries	
  are	
  generated	
  automa.cally	
  
– Focus	
  on	
  large	
  events	
  (ignore	
  small	
  users)	
  

•  Robust	
  against	
  malicious	
  originators	
  
•  Can	
  infer	
  different	
  class	
  of	
  originator	
  (e.g.,	
  scanner)	
  
with	
  Machine	
  Learning	
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Data 
collection

Extract large 
originators

Feature 
extraction

Class 
Identification

Keep Originators 
more than N queriers

Static: keywords
Dynamic: time&space

Supervised learning
(Random forest)

Labeled data

12 originator classes

Query log at Authority

Iden.fica.on	
  process	
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Discrimina.ve	
  power	
  of	
  sta.c	
  features	
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Ra.o	
  of	
  spam	
  is	
  different	
  
in	
  mail	
  and	
  spam	
  

Significant	
  
ra.o	
  of	
  home	
  

Ra.os	
  of	
  mail	
  
are	
  different	
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Different	
  mixes	
  of	
  features	
  allow	
  dis.nguishing	
  different	
  
classes	
  of	
  events	




Picking	
  the	
  best	
  ML	
  algorithm	


•  Cross	
  valida.on	
  with	
  3	
  ML	
  algorithms	
  
•  Num	
  classes:	
  12,	
  labeled	
  data:200-­‐800	
  
•  Precision:	
  70-­‐80%	
  (imbalanced	
  dataset	
  problem)	
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ABSTRACT
Network-wide activity is when one computer (the origina-
tor) touches many others (the targets). Motives for activity
may be benign (mailing lists, CDNs, and research scanning),
malicious (spammers and scanners for security vulnerabili-
ties), or perhaps indeterminate (ad trackers). Knowledge
of malicious activity may help anticipate attacks, and un-
derstanding benign activity may set a baseline or charac-
terize growth. This paper identifies DNS backscatter as
a new source of information about network-wide activity.
Backscatter is the reverse DNS queries caused when tar-
gets or middleboxes automatically look up the domain name
of the originator. Queries are visible to the authoritative
DNS servers that handle reverse DNS. While the fraction of
backscatter they see depends on the server’s location in the
DNS hierarchy, we show that activity that touches many tar-
gets appear even in sampled observations. We use informa-
tion about the queriers to classify originator activity using
machine-learning. Our algorithm has reasonable precision
(70–80%) as shown by data from three different organiza-
tions operating DNS servers at the root or country-level.
Using this technique we examine nine months of activity
from one authority to identify trends in scanning, identify-
ing bursts corresponding to Heartbleed and broad and con-
tinuous scanning of ssh.

Categories and Subject Descriptors
C.2.3 [Computer-Communication Networks]: Network
Operations—Network monitoring

General Terms
Measurement

Keywords
Internet; Domain Name System; DNS; network activity;
scanning
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dataset algorithm accuracy precision recall F1-score
CART 0.66 0.63 0.60 0.61

JP RF 0.78 0.82 0.76 0.79
ditl SVM 0.73 0.74 0.71 0.73
B CART 0.48 0.48 0.45 0.46

post- RF 0.62 0.66 0.60 0.63
ditl SVM 0.38 0.50 0.32 0.39

CART 0.53 0.52 0.49 0.51
M RF 0.68 0.74 0.63 0.68
ditl SVM 0.60 0.68 0.52 0.59

CART 0.61 0.65 0.58 0.61
M RF 0.79 0.82 0.77 0.79

sampled SVM 0.72 0.76 0.70 0.73

Table 1: Validating classification against labeled ground-
truth.

RandomForest	
  
is	
  best	
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Hope	
  to	
  improve	
  with	
  
be*er	
  training	
  data	
  



Finding	
  Network-­‐wide	
  events	
  over	
  .me	


•  Sampled	
  M-­‐root	
  dataset	


all	
  

scanners	
  

spam	
  
cdn	
  mail	
  

heartbleed	
  
scanning	
  

small	
  blip	
  
compared	
  to	
  
con4nuous	
  
scanning	
  

and	
  other	
  
observable	
  ac.vity	
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Conclusion	


•  DNS	
  backsca*er	
  -­‐	
  a	
  new	
  data	
  source	
  for	
  
Internet-­‐wide	
  events	
  

•  Advantages:	
  
– Deployable	
  
– Privacy-­‐friendly	
  
– Reasonable	
  accuracy	
  

•  Longitudinal	
  results	
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Mail 
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spam.bad.jp
(1.2.3.4)

a.example.com
(192.168.0.1)

rdns.example.com
(192.168.0.3)Mail 

server

Mail 
server

b.example.com
(192.168.0.2)
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(172.16.0.1)
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(172.16.0.2)

DNS: PTR? 4.3.2.1.in-addr.arpa
SMTP (application traffic)

Query log @ Auth server
192.168.0.3 "PTR? 4.3.2.1.in-addr.arpa" 
172.16.0.2 "PTR? 4.3.2.1.in-addr.arpa" 

m.root-servers.org
a.dns.jp
bad.jp

Recursive 
resolver

Figure 1: The process behind a DNS backscatter sen-
sor: an originator sends mail to targets, causing queries
observed at the authority.

sensor (§ 3) that detects large, automated activities that
touch many targets. We use machine learning to clas-
sify the originators of each activity into broad groups
(spammers, scanners, and several types of commercial
activity) with reasonable precision (70–80%) and ro-
bustness (§ 4). Finally, we use backscatter and clas-
sification to examine world-wide scanning activity from
three sources and up to nine months (§ 5) We character-
ize the “natural footprint” of di↵erent activities for two
days at two sensors at the DNS root and one at a coun-
try code. We also examine nine months of data, showing
that there is a continuous background of scanning, and
identifying increased scanning following announcements
of vulnerabilities such as Heartbleed [35]. Through this
study, our work helps characterize scanning and other
network-wide activity; our approach may also serve to
support detection and response.

2. DNS BACKSCATTER’S POTENTIAL
DNS backscatter is the set of reverse DNS queries ob-

served by a DNS authority as the result of a network-
wide activity. In such activity, an originator interacts
with many targets. Targets usually do not directly in-
teract with the authority, but do so through a querier
that acts on their behalf. Figure 1 shows these players.
We use DNS backscatter observations to identify and
classify the originators.

Origination of Network Activity: We look for
network activity that a↵ects many targets. An origina-
tor interacts with many target hosts, for purposes that
are legitimate (large mailing lists and web crawlers),
malicious (spam), or perhaps in between (scanning and
peer-to-peer sharing). Our goal is to infer and classify
the originator (§ 3) and to understand the size of its
footprint (from [43])—how many targets it touches. In
Figure 1, the originator is spam.bad.jp from IP address

1.2.3.4, and it sends spam emails to (a.example.com
and its neighbors; our goal is to identify an otherwise
unknown originator.

At the Target: The activity triggers the target to
respond, causing a querier to make a reverse query to
find the originator’s domain name from its IP address.
This query may for logging (as by firewalls), to perform
domain-name based access control, or to characterize
the originator (for example, many mail servers examine
the hostname of the source of a mail as part of anti-
spam measures). Note that the target and the querier
may be the same computer, or the querier may be a
dedicated recursive resolver shared by several targets.

A reverse DNS query will have the query name (QNAME
4.3.2.1.in-addr.arpa in Figure 1) with the reversed
IP address of the originator, and will ask for a reverse
Internet name (QTYPE PTR, QCLASS IN). In this ex-
ample, this query returns spam.bad.jp, but we do not
use this response or even depend on the existence of a
reverse name for the originator.

At the Authority: An authoritative DNS name-
server (the authority) will reply to this query. We an-
alyze DNS tra�c at the authority to infer information
about the originator.

DNS is a hierarchical, distributed database with many
authoritative servers that cover di↵erent levels and parts
of the namespace. In addition, DNS uses aggressive
caching at nearly all levels of the system. These factors
mean that there are multiple authorities that will see
di↵erent reverse-DNS tra�c with di↵erent amounts of
sampling due to caching and coverage.

The ideal place to observe reverse queries is the au-
thority directly responsible for the originator. Typi-
cally the originator’s company or ISP (serving 3.2.1.

in-addr.arpa in our example), this authority will see
all queriers. However, we wish to discover unknown
originators, so we consider authorities higher in the
DNS hierarchy: a country-level, top-level server (we ex-
amine Japan), and root nameservers (we consider B and
M, two of the 14). Both of these authorities see only
a fraction of queriers because of extensive caching in
DNS. Our country-level view sees tra�c only for origi-
nators in address space delegated to that country (per-
haps 2.1.in-addr.arpa in our example). Roots poten-
tially see all originators, but caching of the top of the
tree (in-addr.arpa and 1.in-addr.arpa) filters many
queries, and visibility is a↵ected by selection algorithms
that favor nearby DNS servers.

Backscatter Evaluation: We observe reverse queries
at the authority, but backscatter does directly identify
the application the originator is running. The queries
disclose the IP address of the originator, but we use in-
formation about queriers to suggest the originator’s ap-
plication (It is unimportant if the originator has an ac-
tual reverse DNS record). Each individual query has lit-

2

DNS	
  operators	
  may	
  apply	
  this	
  to	
  detect	
  large	
  events!	
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